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Figure 1: Example of a tabular sequential graph for a money laundering network before and after the implementation of a method
of transaction amount-based node grouping (synthetic data used for privacy). Financial criminals try to spread and disguise their
activities with 50 transactions, but node grouping reveals the flow clearly.

ABSTRACT

Money laundering is not only about moving illicit funds, but about
hiding the money’s origin and traces to complicate detection. Fi-
nancial criminals resort to many methods to avoid regulators and
legal thresholds. But analysts investigating alerts, dedicated to pin
mule accounts and track suspicious transactions daily, also have
theirs. Network visualizations can be key in countering adversar-
ial money laundering activities, especially if they provide a clear
overview of the money flows and a seamless analysis experience,
but they are often not structured for this type of task. That is
why we propose a tabular sequential graph visualization tailored to
money laundering analysis — following transactions (edges) from
the victim account that triggered an alert through multiple accounts
(nodes) and banks (rows). To reduce the number of nodes and
edges, we propose three methods for grouping these tabular sequen-
tial graphs: an amount-based approach, a time-based approach, and
a combined solution that considers both the transaction amount and
its order. A qualitative user study with experts suggests that the
most effective method in node reduction was not necessarily the
most interesting for analysis and that there is a trade-off between
manual work and time for interpretation in more granular graphs.
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1 INTRODUCTION

The number of nodes that a force-directed layout network can reach
before it becomes unreadable is narrow. Research has shown that
the readability of force-scattered networks can be compromised in
graphs ranging from 20 to 100 nodes, depending on their density
[8, 11, 22]. From this point on, interactions—such as panning,
hovering, zooming, or motion—are useful to better the experience
[17, 21]. But in our proposed tabular sequential graph (TSG), the
threshold might be lower due to its constraints.

In a money laundering scheme, organized criminals perform
a quick succession of transactions to avoid regulatory and legal
thresholds and make the origin of the funds as untraceable as possi-
ble [18]. In this process of concealment, financial criminals might
attempt multiple laundering methods, such as layering (passing
money repeatedly to hide the origin of the funds), structuring (con-
secutive deposits and withdrawals), or smurfing (rapid transactions
through multiple intermediaries) [7, 13, 16].

Such schemes are highly volatile, with variable scope and du-
ration across accounts and institutions. Their unpredictability has
grown as online payments become faster, more convenient, and eas-
ier to anonymize. [12].

In our case—a platform for cross-bank money-laundering track-
ing—it all starts with an alert. A victim has inadvertently trans-
ferred a sum of money to a potential mule account (a means to col-
lect and move illicit funds) and the bank is notified. An analyst then
starts an investigation to conduct two key analytical tasks: Identify
and pin accounts as mules - if these accounts are receiving illicit
funds from victims or from other mule accounts. Identify and pin
transactions as scams, fraud, or mule-to-mule transactions.

In a scenario where financial criminals are actively trying to
erase their traces, providing a visualization that prioritizes showcas-
ing the links between accounts and the speed at which movements
occur is key to counter money laundering activities.

Currently available solutions for analyzing fraud and money
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laundering [1, 2, 3, 4] track the flow of money through networks and
graph visualizations. However, these solutions often lack a view of
how transactions occur over time and do not offer an alternative
ordinal or sequential view. In short, most examples of networks
applied to these use cases resort to force-directed layouts.

These network visualizations can expand and retract depending
on the size of the dataset and literature has extensively covered de-
cluttering methods for when force-directed layouts face an over-
whelming accumulation of nodes and edges [5, 6, 8, 17, 19, 20].

However, traditional force-directed layouts did not meet our re-
quirements since they could not ensure fixed space for each bank
or convey a sense of time in the graph. We propose a tabular se-
quential graph (TSG) in which the position of each node (account)
is fixed vertically on its row (bank). Nodes are placed on the x-
axis according to a predefined order (time of first transaction) and
never overlap across rows, showing the order in which the accounts
entered the scheme and creating the columns in this tabular graph.

This leads to the main research question: How can we minimize
the number of nodes and edges in tabular sequential graphs to their
essential minimum to facilitate the two key analytical tasks that the
platform supports - the identification of key accounts and transac-
tions in money laundering analysis? The victim account sits on
the far left by default, but flagged mule accounts appear throughout
the graph. Furthermore, we also inquire: What constitutes a large
TSG in the context of money laundering detection in multi-bank
networks? And in what circumstances must accounts and transac-
tions stand alone in the graph and be excluded from aggregation?

We aim to reduce the number of nodes and edges in large TSG’s
to avoid additional intersections and improve clarity of high-value
movements, fraudulent transactions, victim, and mule accounts.

Our main contributions are as follows:

• The tabular sequential graph (section 3).

• Three node grouping algorithms for TSGs (section 4).

• A targeted evaluation the grouping methods effects on two
money laundering cases (section 5).

• A meta-node that encodes accounts in a group (section 3).

2 LITERATURE REVIEW

Graphs and networks – used interchangeably in this paper – are
abstract, multivariate, and dynamic visualizations that display data
points and the relations between them [10, 15]. Although their com-
plexity might vary, such displays can easily become cluttered due
to a high-volume of overlapping nodes and intersecting edges.

Severely populated graphs can negatively affect the user’s per-
ception of the visualization, its readability and even its aesthetic
considerations [6, 14, 17].

Clutter-reduction strategies include edge-bundling [5] and edge-
cutting [8] at edge-level; and filtering, clustering, node grouping
and motif simplification [17] at node-level. However, these are tai-
lored to force-directed networks, which lack the spatial and tempo-
ral restrictions of the layout we are proposing.

Besides, while large networks can contain thousands or millions
of data points [10], a money laundering scheme becomes complex
at a much smaller scale. In our environment, visualizations of a se-
ries of real-life scenarios showed that a case involving 15 accounts
can become cluttered if all or most accounts belong to a single bank
or to different banks. From that point forward, the goal is to reduce
dispensable visual elements enabling the analyst to quickly process
the information and proceed with the investigation.

We adopt the node grouping definition by Schneidermann and
Dunne [17], by which nodes are aggregated into a single meta-node
based on similar attributes, which leads to “a dramatic reduction in
screen space required”. The meta-node then adopts a new visual
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Figure 2: A tabular sequential network with six banks and fourteen
accounts (synthetic data used for privacy).

representation to encode a group, through changes in color, glyphs
or other visual attributes [19].

With added interaction, meta-nodes can also expand to reveal
their initial state or any desired level of information [20]. This al-
lows for the user to maintain a mental map of many levels of detail
within the visualization and improve their understanding of the ab-
straction that occurs in clustering or aggregation methods [6].

Previous research has shown the usage of such aggregated nodes
is useful in optimizing focus in network tasks in fraud detection [9].
Aggregation methods on edge-level were not considered in this case
because the original network already groups multiple transactions
between two accounts into one single link. In other words, in our
graph visualization any edge can be a meta-edge.

3 THE TABULAR SEQUENTIAL GRAPH (TSG)
The TSG (Figure 2) was tailored as a widget in a fraud analy-
sis desktop-only platform, already deployed at the time of this re-
search. It is displayed within a page where the analyst performs
their investigation, along with additional alert details, such as infor-
mation about the alerted account, KPIs regarding the network, and
a history of all transactions made by the accounts in the scheme.

In this tabular structure, each bank in the network to has its own
row within the graph, so the analyst can quickly perceive how many
accounts (nodes) from each bank are involved in the scheme. The
left section of each bank row displays its details, including the
total number of incoming and outgoing transactions and the total
amounts sent and received, encoded in micro bar charts.

Each bank account appears as a node along the x-axis according
to the order of its first transaction (regardless of direction). All
nodes are equidistant and fill out all the available horizontal space.

All accounts are encoded in two-segment donut charts, whose
slices represent the sum of all incoming (purple) and outgoing (teal)
transactions. The length of each segment is proportional to the
highest transaction volume of an account in the network, which cor-
responds to half a circle.

Victim (yellow) and mule (red) accounts have specific encodings
and fraudulent transactions are always displayed in a red gradient.

Transactions flowing between accounts are encoded in pointed
edges, whose thickness increases with the transaction value. These
edges can represent one or multiple transactions if there are several
movements in the same direction between two accounts.

To reduce visual clutter in more complex networks, we opted
to curve the edges, providing a more organic display and reducing
intersections and overlapping links.

Users can track transaction timing and distribution using the
timeline below the graph, animate the transaction sequence with
the “play flow” button, and filter the network or consult the legend
using the top toolbar.

In smaller and most common networks, this tabular sequential
structure graph seamlessly showcases all banks and accounts in the
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Figure 3: Example B ungrouped (synthetic data used for privacy).

money laundering scheme. However, observation of real-life cases
in high-fidelity mockups and the pre-production environment re-
vealed that networks exceeding 15 accounts weakened the graph’s
readability due to node overlap and edge congestion. Given the
need for nodes to occupy unique columns and the limitations of a
desktop screen, a 15-node limit prevents horizontal dragging, which
might hide part of the graph.

4 GROUPING SCENARIOS

We established general criteria for node grouping, validated by the
development team.

• Node grouping requires a minimum of 15 accounts.

• Grouping excludes victims, mules, and accounts with fraudu-
lent transactions, as they are key to the investigation and have
specific encodings.

• Grouping is restricted to accounts belonging to the same bank.

• Consecutive same-bank accounts with mutual transactions
must remain separate to prevent circular edges.

• Group amounts cannot exceed the largest amount in the graph
(half a circle in a donut chart). This value determines the seg-
ment length for all nodes. To ensure the user experience in
future interactions, the donut graph bars should be fixed to
prevent resizing across the graph when ungrouping.

Three node grouping scenarios branched from these rules: one
solely based on transaction amount, one based only on time con-
straints, and a combined solution that takes into account both the
transaction amount and order.

We set thresholds at 5%, 10%, and 20% of the largest network
transaction for the amount-based and combined methods because
transactions below 20% represent around half of all transactions
in real-life cases, reaching around 95% of all transactions in the
two examples in this study. Based on domain knowledge, we es-
tablished thresholds of 1, 12, and 24 hours for the time-based ap-
proach to fit money laundering schemes that vary from minutes to
days. Initial explorations proved these intervals to be more adapt-
able than a proportional division of time.

We tested all scenarios and variants on two real money launder-
ing cases. Example A (Figure 1) had 45 accounts across six banks,
and most transactions were routed to two banks over six hours. Ex-
ample B (Figure 3) spanned over six days, 38 accounts, and 12
banks. All figures use synthetic data for anonymity but are struc-
turally identical to the original examples A and B used throughout
the research.

We also designed a new element: the meta-node (Figure 4), a
node of grouped accounts. As opposed to the single node, the meta
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Figure 4: A meta-node encoding a group of four accounts.
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Figure 5: Combined node grouping in Example A with a 20% amount
threshold (synthetic data used for privacy).

node displays the cumulative incoming (purple) and outgoing (teal)
transaction amounts for all accounts in that group and has a central
circle showing the number of accounts. In any grouping scenario,
edges from grouped accounts are consolidated into a single edge if
they share the same origin and destination.

4.1 Amount and First Transaction Order Based Node
Grouping (Combined)

This approach preserves the essence of the tabular sequential net-
work: drawing the nodes based on the order of the first transac-
tion. Accounts are grouped if they are part of a sequence of trans-
actions in which each incoming or outgoing amount is individu-
ally less than the set threshold (5%, 10%, or 20%) of the largest
transaction amount in the network. The grouping is interrupted
by an amount greater than the threshold; a transaction to another
bank in the network; or failure to meet a general criterion.Unlike
the combined method, which stops grouping when transactions in-
volve other banks, the amount-based approach prioritizes grouping
sub-threshold accounts rather than preserving the network’s origi-
nal structure.

In Example A, we were able to reduce the number of nodes from
45 to 20 (in the 5% and 10% amount thresholds) and to 18 (in the
20% amount threshold) (Figure 5). This corresponds to a 55.6%
and 60% reduction, respectively. In Example B, the change was
less evident. The number of nodes fell from 38 to 31 at a 5% thresh-
old (an 18.4% reduction) and to 29 at 10% and 20% thresholds (a
23.7% reduction).

4.2 Amount-Based Only Node Grouping
In this scenario, the grouping only considers the transaction amount
and discards the transaction order. That is, each account’s transac-
tion amount has to be individually below the threshold (5%, 10%,
or 20%) of the largest volume in the network. The meta-node is
positioned on the first account that meets the criteria. The grouping
is interrupted by an amount that exceeds the threshold or if it fails
to meet a general criterion.

This process results in a dramatic reduction in the number of
nodes. In Example A, a network of 45 accounts now displays 9
nodes (with a 5% amount threshold), which amounts to an 80%
decrease. In the 10% and 20% amount thresholds, the result is
the same: a drop from 45 to 7 nodes (an 84.4% drop) (Figure 1,
Grouped Network).

Example B shows more modest node grouping: a decrease from
38 to 18 nodes (5% amount threshold; an 18.4% reduction) and
from 38 to 29 nodes (10% and 20% thresholds; a 23.7% reduction).
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4.3 Time-Based Node Grouping

The third grouping scenario is time-based and takes into account 1-
hour, 12-hour, and 24-hour thresholds. Accounts are grouped if all
incoming and outgoing transactions happen within the set intervals.
The grouping is interrupted if the set time runs out or if a general
criterion is broken. The meta-node takes the place of the node that
first meets the criteria.

Using the 1-hour threshold, we were able to cut the number of
nodes on the graph in Example A from 45 to 15, which corre-
sponds to a 66.7% decrease. This case occurred over a period of six
hours. The 12-hour and 24-hour thresholds mirror the results and
display of the 10% and 20% amount-based grouping, both showing
an 84.4% reduction from 45 to 7 nodes.

Conversely, as Example B spans nearly a week, the smallest
threshold yielded few results. The 1-hour threshold reduced node
count from 38 to 32 (a 15.8% decline), marking the smallest re-
duction across all scenarios. The 12-hour and 24-hour (Figure 6)
thresholds are more effective. The 12-hour threshold reduces the
node count from 38 to 24 (a 36.8% decline), while the 24-hour
threshold further reduces it to 19 (a 50% reduction).

5 USER STUDY

We conducted a qualitative user study to evaluate each node group-
ing scenario based on four key principles — readability, nuance
(similarity to initial graph), visual clutter, and grouping struc-
ture. This involved 45-minute shadowed semi-structured inter-
views with three risk consultants specializing in money launder-
ing, with a minimum of eight predefined questions across four sec-
tions—preference, design, expected interaction, and observations.
The questions addressed key fraud analysis tasks, such as pinning
mule accounts, labeling transactions, and exploring account details,
while evaluating how node grouping impacts the efficiency of these
investigations. Participants were given initial context and presented
with four static versions of two examples with real-life data (A and
B): the ungrouped network and the variant that yielded the most
effective results in each scenario (20% and 24-hour). For Example
A, we chose the 1-hour time-based limit as the 12-hour and 24-hour
thresholds produced results identical to the 20% line in the amount-
based scenario. We did a comparative analysis to prioritise and rank
the users’ preferences and insights and assess which could have a
positive or negative impact on the two key analytical tasks.

The amount-based scenario, which achieved the largest node re-
duction in both examples, was the unanimous choice for minimiz-
ing visual clutter and improving the readability of key accounts and
fraudulent transactions. Users preferred it for its visual appeal, bet-
ter focus, and significant reduction in on-screen elements.

Participants viewed the time-based approach positively, agreeing
it best preserves the original networks. Unlike the amount-based
scenario, which was deemed less interesting for analysis, the time-
based method is considered more granular and similar to the net-
work’s original flow. However, two analysts noted that this scenario
would increase the analyst’s workload due to the need to interpret
more encodings and cross-check the timeline.

There was no consensus about the preferred grouping structure.
Two consultants would rather keep some nuance preserved by the
time-based and combined methods, while the remaining participant
insisted that the solution with fewer elements on screen (amount-
based) would be the most useful in real-life analysis. However, the
analyst who chose the amount-based scenario stated that filtering,
expanding, and using the surrounding widgets would be fundamen-
tal for a thorough analysis.

Participants validated the meta-node’s efficacy in visualizing
groups. Despite positive feedback on its segmentation, the limited
visibility of thin slices needs re-evaluating current minimum-width
specifications in the deployed product.
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Figure 6: Time-based node grouping in Example B with 24-hours
threshold (synthetic data used for privacy).

The three consultants agree that node grouping effectively re-
duces visual noise, thereby streamlining the investigation process
for complex cases.

The third set of questions focused on interactions: two intervie-
wees expected meta-nodes to ungroup on click. All participants
agreed that accessing detailed account information (via popovers, a
side panel, or widgets) is essential for the analyst’s investigation.

6 DISCUSSION AND CONCLUSION

In high-stakes fraud, analysts must prioritize speed and accuracy.
Since networks quickly become complex, node grouping is essen-
tial to reduce visual clutter. This is critical for our proposed TSG
visualizations of multi-bank money laundering cases, given their
spatial constraints.

We propose three node grouping methods for tabular sequential
networks: combined, amount-based, and time-based. These meth-
ods target graphs with 15 or more accounts to improve the readabil-
ity of key accounts (victims and mules) and fraudulent transactions,
facilitating the analyst’s investigation. All grouping methods are re-
producible and adaptable by adjusting the threshold. The need for
such alterations will be assessed with actual usage of this feature
after its implementation and deployment.

The amount-based method showed the highest node reduction.
But the combined and time-based approaches were were identified
by expert users more efficient at capturing the network’s original
structure while reducing clutter.

The user study showed that node reduction alone is not a perfect
solution as it removes nuance; two participants favored methods
that preserved the original network structure. The trade-off for a
slightly more crowded network is that while it may ease the manual
examination of grouped nodes and the timeline, it requires added
interpretation effort. Crucially, information for grouped accounts
must be easily accessible for the analyst to proceed with the investi-
gation, via summarized details, widgets, or an expandable network.

Since grouping methods produced uneven results in Examples A
and B, we concluded that no single method is ideal for all money
laundering schemes. However, the 24-hour time-based threshold
shows the greatest potential for broader application, which we will
propose as a system default. This option balances granularity for
networks spanning multiple days with highly effective node reduc-
tion in briefer schemes, matching the amount-based results.

For future work, we will harness the user study findings to pro-
totype and implement node grouping and ungrouping interactions
within the deployed tool.

A post-study revision of the grouping rules and scenarios showed
that the time-based approach with the 12-hour and 24-hour thresh-
olds, specifically when applied in Example A and excluding fraud-
ulent transactions, could further cut the number of nodes by 86.7%.
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[16] S. Shadrooh and K. Nørvåg. SMoTeF: Smurf money laundering de-
tection using temporal order and flow analysis. Applied Intelligence,
54(15):7461–7478, Aug. 2024. doi: 10.1007/s10489-024-05545-4 1

[17] B. Shneiderman and C. Dunne. Interactive Network Exploration to
Derive Insights: Filtering, Clustering, Grouping, and Simplification.
In W. Didimo and M. Patrignani, eds., Graph Drawing, pp. 2–18.
Springer, Berlin, Heidelberg, 2013. doi: 10.1007/978-3-642-36763
-2 2 1, 2

[18] F. Teichmann. Recent trends in money laundering. Crime, Law and
Social Change, 73(2):237–247, Mar. 2020. doi: 10.1007/s10611-019
-09859-0 1

[19] C. Vehlow, F. Beck, and D. Weiskopf. Visualizing Group Structures in
Graphs: A Survey. Computer Graphics Forum, 36(6):201–225, 2017.
eprint: https://onlinelibrary.wiley.com/doi/pdf/10.1111/cgf.12872.

doi: 10.1111/cgf.12872 2
[20] Y. Wang, G. Baciu, and C. Li. Visualizing the Temporal Similarity

Between Clusters of Dynamic Graphs. In 2019 IEEE 18th Interna-
tional Conference on Cognitive Informatics & Cognitive Computing

(ICCI*CC), pp. 205–210, July 2019. doi: 10.1109/ICCICC46617.
2019.9146098 2

[21] C. Ware and R. Bobrow. Motion to support rapid interactive queries
on node–link diagrams. ACM Trans. Appl. Percept., 1(1):3–18, July
2004. doi: 10.1145/1008722.1008724 1

[22] V. Yoghourdjian, Y. Yang, L. Lawrence, T. Dwyer, M. Wybrow, and
K. Marriott. Scalability of network visualisation from a cognitive
load perspective. IEEE Transactions on Visualization and Computer
Graphics, 27(2):1677–1687, Feb. 2021. doi: 10.1109/TVCG.2020.
3030459 1

5


	Introduction
	Literature Review
	The tabular sequential graph (TSG)
	Grouping scenarios
	Amount and First Transaction Order Based Node Grouping (Combined)
	Amount-Based Only Node Grouping
	Time-Based Node Grouping 

	User study
	Discussion and conclusion

