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Abstract. Data used by automated decision-making systems, such
as Machine Learning models, often reflects discriminatory behav-
ior that occurred in the past. These biases in the training data are
sometimes related to label noise, such as in COMPAS, where more
African-American offenders are wrongly labeled as having a higher
risk of recidivism when compared to their White counterparts. Mod-
els trained on such biased data may perpetuate or even aggravate the
biases with respect to sensitive information, such as gender, race,
or age. However, while multiple label noise correction approaches
are available in the literature, these focus on model performance ex-
clusively. In this work, we propose Fair-OBNC, a label noise correc-
tion method with fairness considerations, to produce training datasets
with measurable demographic parity. The presented method adapts
Ordering-Based Noise Correction, with an adjusted criterion of or-
dering, based both on the margin of error of an ensemble, and the
potential increase in the observed demographic parity of the dataset.
We evaluate Fair-OBNC against other different pre-processing tech-
niques, under different scenarios of controlled label noise. Our re-
sults show that the proposed method is the overall better alternative
within the pool of label correction methods, being capable of attain-
ing better reconstructions of the original labels. Models trained in
the corrected data have an increase, on average, of 150% in demo-
graphic parity, when compared to models trained in data with noisy
labels, across the considered levels of label noise.

1 Introduction

The widespread usage of Machine Learning (ML) systems in sensi-
tive use cases may impact people’s lives profoundly when given the
ability to make high-stakes decisions [24]. One well-known example
is the Correctional Offender Management Profiling for Alternative
Sanctions (COMPAS) software. This software assesses the recidi-
vism risk of individuals, and a score produced by it is used by Amer-
ican courts to decide whether a person should be released from prison
with bail. In a 2016 investigation conducted by ProPublicaE] it was
discovered that the system was biased against African-Americans,
incorrectly labeling Black offenders as “high-risk” twice as often as
White offenders. Many other biased Al examples exist, under differ-
ent settings and use-cases [[7, 18} 126} 130, 135]. As observed by ProPub-
lica, we can classify this specific algorithm as unfair, as its decisions
reflect a form of discrimination or preference, towards certain groups
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of people based on their inherent or acquired characteristics [24]]. The
general goal of Fair ML is to identify and mitigate harmful inequali-
ties observed in many of these predictive systems [2].

When collecting data, discrimination is bound to lead to incor-
rect labels, and the relationship between the sensitive information
of an instance and its assigned class will be biased. This is espe-
cially problematic in settings with the selective labels problem [21],
where the true labels of a given instance are not obtainable, depend-
ing on the decision it was made. In these scenarios, it is common
practice to propagate the decision as the true label for future itera-
tions of the dataset. Going back to the previous COMPAS example,
it is not possible to determine if an offender would re-offend or not
if bail is denied, and it is assumed that a positive decision (deny-
ing bail) is a positive label (recidivism) for the dataset. Learning
to predict the outcome of a certain task involves generalizing from
historical examples, which can lead to algorithms perpetuating or
even exacerbating the biases present in the labels of past decisions
and observations [36]. However, despite the vast amount of literature
on methods for dealing with noisy data, only a few of these stud-
ies focus on identifying and correcting noisy labels [25]. While it is
intuitive to think about label noise correction techniques being ap-
plied to eliminate past discrimination, there is still a gap in devel-
oping methods that aim to improve the fairness of datasets used to
train ML models through label noise correction. The existing correc-
tion methods focus on predictive performance of the resulting mod-
els [12} 250129} 3111341 137].

In this work, we address this gap by proposing Fair-OBNC, a novel
method for fairness-aware label correction. This method is an exten-
sion of Ordering-Based Label Noise Correction (OBNC) [12]], which
additionally uses the information provided by the sensitive attributes
and class prevalence when correcting instances with noisy labels. We
propose three major modifications to the original method: a) mod-
ify the ordering criterion which determines labels to be corrected, b)
ignore the sensitive attribute and/or proxy variables in the process
of determining the probability of each label being noisy, and c) al-
low the user to select either to use a committee voting scheme or a
score-based margin. More specifically, regarding the ranking of noisy
instances, instead of correcting a fixed number of the most likely la-
bels, our method additionally focuses on achieving a certain ceiling
of disparity of class prevalence between the sensitive groups (i.e., De-
mographic Parity), filtering the ordered instances to correct based on
this requirement. We empirically evaluate this method against mul-
tiple pre-processing baselines on a realistic fraud detection dataset,
to which we inject controlled label noise scenarios in different ways.



We control the noise within the dataset by setting a probability of
changing the labels of instances belonging to a specific sensitive
group and class. We evaluate the methods at increasing noise rates,
and observe the changes in both performance and fairness. We ad-
ditionally present metrics for the correctness of label correction for
methods that alter the labels of the original noisy dataset.

Our experiments show that, within the pool of label noise correc-
tion methods, Fair-OBNC consistently presents the best results in
both reconstruction and fairness of the data after correction in the cri-
terion of Demographic Parity. Additionally, when compared to other
pre-processing Fair ML techniques, Fair-OBNC produces dominant
results in terms of fairness, albeit with lower performance than some
approaches, for the levels of noise tested.

To summarize, we make several contributions to the field of fair-
ness in machine learning, particularly in the context of label noise
correction:

e We present a novel fairness-aware label noise correction method,
extending the OBNC algorithm with fairness considerations. This
method specifically targets the increase of demographic parity in
training datasets, making it a unique approach in the intersection
of fairness and noise correction.

e We develop an extensive experimental setup on a fraud detection
dataset with controlled and biased noise injection, simulating mul-
tiple noise scenarios.

e We provide a comparative analysis of the performance of Fair-
OBNC against several baseline methods, conducting a benchmark
of multiple preprocessing-based fairness-enhancing techniques.
This comprehensive evaluation demonstrates the advantages of
our approach in terms of fairness metrics and label reconstruction
accuracy.

2 Related work

In this section, we present the relevant literature regarding label
noise, existing methods to perform label noise correction, and strate-
gies to ensure ML fairness.

2.1 Label noise

Noise can be defined as non-systematic errors that possibly degrade
an algorithm’s ability to learn the relationship between the features
and the true label of a sample [13]]. When noise is related to defective
labels, we are in the presence of label noise. Label noise is a common
phenomenon in real-world datasets, and the cost of acquiring non-
polluted data is usually high [1].

Label noise is particularly important in the case of bias mitigation
techniques, as data bias and label corruption are closely related. This
happens because the accuracy of the labels is often affected by the
subject belonging to a protected group [32]]. However, bias mitigation
techniques and metrics typically assume that the provided labels are
correct. Allied to this fact, it is possible that a segment of decisions
will produce actions that render the true labels unattainable. This is
exemplified by Eq. [I] for binary classification problems, where the
true label for negative decisions is undetermined.

- J0orl, ifg =1 0
ve= 0, Otherwise

This is defined as the Selective Labels problem [21]. Common ap-
proaches for this problem include using the decision ¢; as the label
y; for the next dataset, or removing samples where the label can not

be determined. In the presence of biased decisions, both options can
further increase disparities in future models.

Label noise can be classified into one of the following cate-
gories [1]. Let « denote the feature vector of a given instance, s rep-
resent the sensitive attribute or attributes within the feature vector,
y indicate its clean label and y* denote the corresponding noisy or
observed label. Random noise is randomly distributed and does not
depend on the instance’s features or label, meaning that all instances
share the same probability of having an incorrect label, expressed
as P(y*|ly,xz,s) = P(y"). Y-dependent noise happens when in-
stances belonging to a particular class are more likely to be misla-
beled and therefore the probability of having a label flipped is de-
pendent on the true label, expressed as P(y*|y,z,s) = P(y"|y).
Finally, XY-dependent noise depends on both feature values and tar-
get values. If the noise specifically depends on the sensitive attribute,
it is referred to as group-dependent [32] or instance-dependent [33]
in the fairness literature and is related to discrimination. In such
cases, the probability of an instance being noisy depends both on
its class and on the sensitive group it belongs to. Assuming a sce-
nario where the sensitive attribute can have two possible values, 0
and 1, this means that the probability of an instance from the pos-
itive sensitive group being noisy is different from that of an in-
stance belonging to the negative group, which can be expressed as

P(y*ly,z,s = 0) # P(y*ly,z,s = 1).

2.2 Label noise correction

In this work, we focus on the types of noise-dealing approaches that
deal with noise by identifying and correcting the corrupted labels.
One strategy for this problem is to analyze the predictions of an en-
semble of classifiers trained on bootstraps of the dataset to determine
which instances might be incorrectly labeled. The predictions are
used to estimate the probability of an instance being noisy [29} [12]
or to assign a new label to an instance using a model-committee vot-
ing scheme [25]. Other approaches include determining first which
instances are likely to be correctly labeled, and subsequently using
those to learn how to correct the mislabeled instances [25]] or, lever-
aging clustering methods to identify incorrect labels [25} 34].

From these methods, we highlight one which uses ensemble mar-
gins as a measure of how likely an instance is to be mislabeled [12],
which we name OBNC. This method first trains an ensemble clas-
sifier with the originally noisy data. The ensemble predicts a label
for each instance, and the ensemble margins are calculated for the
mislabeled ones. The authors discuss several ways of calculating the
ensemble margins, depending on the number of classes to use in the
margin computation (two or all) and if the margin should be com-
puted according to the observed label or most voted class (supervised
or unsupervised). In this work, since we are considering a case of su-
pervised binary classification, we chose to focus on the supervised
margin definition [3]]. This specific ensemble margin, M, is defined
by Equation [2| where v is the total number of votes given by the
number of classifiers in the ensemble and v,, is the number of votes
for the observed label y:

20y —v

M(z,y) = )

v

The margin values take values in the range [—1, 1], where misclas-
sified instances by the majority of the classifiers have negative mar-
gin values. These samples are ranked in descending order according
to a label noise evaluation function that relies on the ensemble’s mar-
gin, as defined in Equation [3| where T'r is the training set of (x,y)



pairs, and C'is the ensemble classifier.

N(zi,y:) = |M(zi,y5)| 5 V(@i 95) € Tr|C(z:) #yi (3)

Higher values of N (x;,y;) indicate an estimated higher probabil-
ity of the observed label in the dataset y; being noisy. Finally, the K
samples with the highest values of N (x;,y;) are corrected (with K
being a hyperparameter of the method), changing their labels to the
ones predicted by the ensemble. A diagram depicting the described
process for OBNC is shown in Figure[T]
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margins
D o ) — Order
R Ensemble Ensemble N . instances
Noisy algorithm Classifier Misclassified
Data instances
Correct K
most likely
corrupted

Figure 1. The Ordering-Based Noise Correction method.

2.3 Fairness-enhancing Mechanisms

Several methods have been proposed for tackling the problem of Fair
ML. The existing literature commonly divides these mechanisms into
three categories, according to which part of the ML pipeline they
focus on: pre-processing, in-processing, and post-processing mech-
anisms [6, 24, 27]]. We will be focusing on pre-processing methods,
which generally transform the input data for fairer outcomes, as is
the case of the introduced method. In contrast, in-processing methods
focus on ensuring fairness during the training process, adapting algo-
rithms by including regularization, reweighting, or constraining the
optimization to account for fairness [6} 24| 27} [22]. Post-processing
methods apply some form of transformation to the predictions or
scores in order to remove biases from the results [24, 27].

2.3.1 Pre-processing methods

Pre-processing approaches aim to eliminate bias by modifying data
before training a model, some focusing on changing or reweighting
the labels, and others on altering feature representations [6l [27].

Resampling techniques adjust the distribution of the training data
so that disparities in class balance are minimized between the groups
defined by the sensitive attribute or attributes [4, [14]. Some meth-
ods work by altering the labels of instances (by their closeness to
the decision boundary of a ranker [18]], or to achieve a certain de-
sired feature distribution [11], for example), while others change the
representativity of data through re-weighting the dataset, depending
on the class and group of each instance [18| [17]]. As an alternative
to re-weighting and relabeling, a dataset may also be resampled to
achieve the same non-discriminatory label distribution [18]. Other
different lines of work include creating implicitly balanced datasets
for learning algorithms, so that demographic parity and equality of
opportunity are achieved [19], as well as the technique of increasing-
to-balance [23], which consists of inserting noise to balance noise
rates and fairness metrics across classes.

On the other hand, fairness can be enhanced by altering feature
representations. One approach is to alter the data by using a con-
vex optimization method that transforms the biased data with a ran-
domized mapping function that balances the trade-offs between in-
creasing fairness, while constraining sample distortion and utility for

downstream models [5]. A different approach to obtain fair repre-
sentations of data takes human inputs on instance similarity as ad-
ditional information in creating a fairness graph [20]. The authors
combine the data-driven similarity with the supplementary pairwise
information from the graph to learn Pairwise Fair Representations.

Our technique is a novel pre-processing method that corrects la-
bels according to their likelihood of being noisy, introducing fairness
criteria in the correction process to simultaneously balance group
prevalence disparities.

3 Fair Ordering-Based Noise Correction

With the objective of reducing the disparities present in the labels
through label noise correction, we propose Fair-OBNC, a variation
of the OBNC method that additionally optimizes for fairness.

We consider the notion of demographic parity [9)], which is
reached when the probability of a decision g is independent of the
sensitive attribute s, i.e., P(g|s) = P(g). For the Fair-OBNC al-
gorithm, instead of the decision, we are aiming for the labels after
correction yr. The correction algorithm is modified to select the
instances that are more likely to be wrongly labeled, and improve
demographic parity of the observed labels in train y*. The process
describing how this criterion is applied is shown in Algorithm [T}

Algorithm 1 Fair-OBNC

Require: ordered misclassified instances’ index vector I, margin
scores vector S, maximum label flipping rate R, disparity target
D, margin threshold 7, sensitive attribute vector A, correspond-
ing label vector Y/

I: K+ R-|Y]|

2:¢+0

3: Fy + F(0) > Number of instances of group 0 to flip
4: F1 + F(1) > Number of instances of group 1 to flip
5: fori € I do

6: if (S[i] < T) V (c = K) then

7: break > Stopping criteria was met
8: end if

9: s+ Ali]
10: if (Fs >0AY[i]=0)V (Fs <0AY[i] =1) then
11: Y[i] <~ 1—Y[:] » Flip instance if it reduces disparity
12: c—c+1
13: if F; > 0 then > Update number of instances to flip
14: Fs+— Fs—1
15: else
16: Fs +— Fs+1
17: end if
18: end if
19: end for

An important step of our algorithm is calculating the number of
instances of each group (defined by the sensitive attribute) that are
required to change their label, in order to achieve a desired target dis-
parity D. To do so, we determine the range of prevalence values that
each sensitive group must have to achieve a prevalence disparity be-
low D. These minimum (P(y);) and maximum (P(y)s) prevalence
values are defined in Eq. ] and 3] respectively.

P(y), = P(y) (1 - D) “

P(y)n = P(y) (1 + D) )



The number of instances to flip, F'(s), can then be calculated for
each sensitive group s, as defined in Eq. [6] where S represents the
instances belonging to the sensitive group s.

[S|(P(yls) — P(y)n), if P(yls) > P(y)n
ISI(P(y) — P(yls)), if P(yls) < P(y)  (6)
0, Otherwise

F(s) =

This number is positive if the group prevalence is below the over-
all prevalence; this indicates that it is beneficial to flip observed neg-
ative samples of that group to have a higher number of final positive
labels. On the other hand, a negative value indicates that the group
prevalence is above the total prevalence; conversely, it is beneficial
to flip positive samples.

After ordering the misclassified labels by decreasing margins, we
assess whether performing the correction will be beneficial in achiev-
ing a balanced distribution of labels. Each instance is flipped if it be-
longs to the positive class and a group with a higher prevalence than
the upper limit defined by the prevalence disparity, or if it belongs to
the negative class and a group with lower prevalence than the lower
limit.

Additionally, instead of correcting the K instances with higher
margin values, we instead define a maximum flip rate R, and fur-
ther consider a margin threshold 7'. As such, when iterating through
the ordered instances, we stop correcting if either we have corrected
R of the instances, the margin score of the instances is lower than 7,
or the demographic parity of all groups is above D.

A different approach for fair ML is to remove the sensitive at-
tribute from the training data [[18]]. This is done expecting the deci-
sions of the resulting model to be independent of sensitive attributes
when this information is removed. This correction is situational, as
other features may be correlated to the sensitive attribute, and per-
petuate the biases observed in models trained with the sensitive in-
formation [22]]. We allow ignoring the sensitive attributes, as well as
any other potentially correlated features when training the ensemble
of classifiers and calculating the margins.

The last modification to the original algorithm is the inclusion of
a parameter to determine the margin calculation. These can be cal-
culated with the predicted class, in a voting system, replicating the
original algorithm, or with the predicted score given by the n classi-
fiers of the ensemble ¢. In this case, the margin is defined as Eq.

y— %Z@(fﬂ)

With this change, we increase the resolution of the margin vector,
as the score vector is constituted with float numbers, when compared
to binary class predictions. This consequently reduces the number of
margin ties in the dataset.

In summary, our method, Fair-OBNC, combines three main mod-
ifications: performing the corrections to decrease the disparity in the
prevalence of positive labels between both groups, ignoring the sen-
sitive attributes when training the ensemble, and allowing to calcu-
late the margins based on the scores rather than predicted label of the
models in the ensemble.

M(z,y) = - )

4 Experiments

This section explains the experimental setup used for evaluating our
proposed method for fair label noise correction. We also characterize
the used datasets and describe the methodology applied for the sys-
tematic injection of label noise. The necessary code to replicate the

conducted experiments, as well as the supplementary material, can
be found at https://github.com/feedzai/fair-obnc.

4.1 Baseline Methods

We chose to conduct our experiments on a range of pre-processing
methods that either modify the labels, the features, or the data dis-
tribution, to understand how our method fares in comparison to
different types of approaches. For all the considered methods and
FairOBNC (named LabelFlipping in the package'), we used the im-
plementation available in Aequitas [16]. We consider the following
baselines:

e No pre-processing;

e The original OBNC method [12];

e Prevalence Sampling [22], a random sampling method that aims
to equalize class prevalence for the groups in the dataset;

e Data Repairer [11]], a method that transforms the data distribution
so that a given feature distribution is independent of the sensitive
attributes. This is achieved by matching the conditional distribu-
tion P(X|s) to the global variable distribution P(X);

e Massaging [18]], which consists of changing the labels of in-
stances depending on the group, selected by a singular model (i.e.,
ranker);

o Suppression [18], where the objective is to find and remove the
most related features to the sensitive attribute. We do this in two
ways:

— Correlation-based, meaning that all attributes with a correla-

tion value with the sensitive attribute above a certain tuneable
threshold are removed;

— Feature Importance-based, by training a classifier to predict the
sensitive attribute value based on the features and removing the
feature with the highest learned importance. This is performed
iteratively, performing backward feature selection until no fea-
ture exhibits any significant relation to the sensitive attribute.

4.2 Dataset

Throughout the conducted experiments, we use the Bank Account
Fraud dataset [15], namely the Variant II of the suite. This is a binary
classification tabular dataset for bank account opening fraud detec-
tion. The dataset is anonymized, with the applicant’s age being the
sensitive attribute available, which is also a binary variable. The first
sensitive group includes all applicants whose age is equal to or above
50 (s = A), while the remaining applicants who are less than 50
years old belong to the second group (s = B). We select this variant
of the suite because the groups defined by the sensitive attribute have
approximately equal sizes. We balance the different label prevalence
depending on group prior to the noise injection step.

4.3 Label noise injection

To systematically assess the effectiveness of our method against the
considered baselines under diverse biased data scenarios, we inject
label noise in multiple ways to unbiased versions of the described
dataset [[10]].

The first step of this process involves generating an independent
and identically distributed (IID) dataset, in regard to the sensitive at-
tribute and the data splits. This is done by first shuffling the sensitive

! |https://github.com/dssg/aequitas
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attribute column, which consequently removes any existing relation-
ship between this column, the label, and features. Then, instances are
shuffled randomly to train, validation, and test sets, to remove any
potential data drift in the original splits. To confirm these properties,
classifiers were trained to predict both the sensitive attribute and the
split. The resulting models were observed to be random predictors.

The subsequent label noise injection depends on the label, and on
the sensitive group each instance belongs to. Regarding the label, we
consider three scenarios: applying label noise to both labels equally,
only applying noise to the sample with positive labels, and only ap-
plying it to the sample with negative labels. Considering the sensitive
group, we uniformly apply noise to instances of one of the groups
(group A only), simulating a scenario where the sensitive attribute
determines the probability of an incorrect label. With these scenar-
ios, we observe how the considered methods perform under different
levels of noise.

4.4 Hyperparameters

For each pre-processing method, we randomly sample 50 hyperpa-
rameter configurations and apply them to the training set. The hyper-
parameter spaces where the samples are created from are defined in
the supplementary material, in Section B.1. The modified train sets
obtained from the different pre-processing methods are used to train
LightGBM models, a state-of-the-art algorithm for tabular data [28],
with hyperparameters equally sampled from a grid. These models
make predictions for a corresponding clean test set. Because of the
label noise scenario, metrics (presented in Section [4.5) are averaged
by the 50 runs of each method. This is because under label noise, it
might not be possible to determine the best model for a task, since
that a model selected by the best metrics in a validation set might not
actually be the best performing model in non-noisy data.

4.5 Metrics

The task of the dataset is detection of fraud in account opening, and
the main objective is to identify as many fraudulent attempts as possi-
ble. Fraudulent instances are labeled as positive, and as such, the pre-
dictive performance of the models is measured by the True Positive
Rate (T"PR). This metric is defined in Eq. [8] where T'P represents
true positives and F'N denotes false negatives.

. TP
TP+ FN

A threshold must be defined, to limit the number of false positive
predictions. To do so, we select the value for which 1% of the highest
model scores (i.e., the top 1% of scores are classified as fraudulent).
We select this threshold value as it is the approximate prevalence of
fraud in the clean data.

To empirically evaluate whether ML models are discriminatory,
we measure the Demographic Parity of the predictions [9], as defined

in Eq.[9]

TPR ®

P@H=1ls=A)=P(j=1|s = B) ©)

We calculate the ratio between the lowest and highest predicted
prevalence to obtain a metric of Demographic Parity. In this metric,
values close to 1 represent an equilibrium of predicted prevalence
between every group in the dataset, while values close to 0 represent
higher disparities in the fairness metric.

Particularly considering the label noise correction methods, we ad-
ditionally want to measure their efficacy at identifying and correcting

instances with incorrect labels. To do so, we compare the transformed
training labels (i.e., after applying the label noise correction) to the
original clean labels from the IID dataset, measuring each method’s
reconstruction abilities by calculating a Reconstruction Score. This
is defined in Equation where y; represents a clean label from a
given instance ¢ and yr ; the label value after the processes of label
noise injection and correction for the same instance .

ZzNzl YR = Yi
N

We further calculate the false positive and false negative rates
(FPRr and F'N Rr, respectively) following the same logic of com-
parison between the clean and corrected labels. Here, we consider
the false positive rate to be the ratio of instances whose label was
negative in the clean data but was modified to positive (either by
noise injection or by the noise correction algorithm). This is shown

in Eq.[T1}

Reconstruction Score = (10)

FPx
FPRp = —— & 11
Fr FPr + TNz an

Following the same logic, the false negative rate corresponds to
the proportion of clean positive labels that are negative after the noise
correction was applied, as presented in Eq. [I2}

FNgr

FNRp = — % 12
Rr FNg + TPr 12

5 Results

We examine the results of the conducted experiments in this section.
We analyze both the reconstruction abilities of the label noise correc-
tion methods, and the downstream metrics for models trained in all
pre-processing methods in terms of both predictive performance and
fairness.

5.1 Evaluation of label correction

Our first analysis aims at better understanding how well each label
noise correction method fares at correctly identifying label noise.
We evaluate the Reconstruction Score, FPRr and F'N Ry, as de-
scribed in Section [£.5] We present the false positive and negative
rates globally, as well as for each sensitive group separately. The val-
ues presented in Table |1| were obtained by averaging the results of
each method for each noise rate over the 50 trials with different hy-
perparameters obtained by random search.

5.1.1 Injecting noise on the negative label

By analyzing the "Label 0" rows of Table [T} we can observe that
Fair-OBNC achieves the highest reconstruction score, closely fol-
lowed by Massaging. The original OBNC method achieves a signif-
icantly lower score when compared to the previous methods. Unlike
the other two methods, the reconstruction score obtained by OBNC
increases with a higher noise rate. This happens due to the stopping
criteria for the OBNC method, which is exclusively a fixed value
defined by the user, or alternatively, exhausting instances with neg-
ative margins. Since, on average, OBNC corrects around 27% of
the instances, as the noise rate increases, the number of labels be-
ing corrected gets closer to the actual noise rate. As a consequence
of the noise level approaching the average number of corrected in-
stances, both the number of false positives and negatives decreases
for OBNC.



Table 1.
search) for label noise injected in each label separately and simultaneously.

Label noise correction performance across the considered noise rates (averaged over 50 trials with different hyperparameters obtained by random

Noise rate: 5% Noise rate: 10% Noise rate: 20%
OBNC  Fair-OBNC  Massaging | OBNC  Fair-OBNC  Massaging | OBNC  Fair-OBNC  Massaging
Reconstruction Score 0.752 0.979 0.974 0.773 0.961 0.949 0.813 0.924 0.899
FPR 0.240 0.020 0.026 0.219 0.039 0.051 0.179 0.076 0.101
o FNR 0.949 0.102 0.029 0.937 0.114 0.031 0.909 0.120 0.031
E:, FPR (group B) 0.246 0.011 0.025 0.228 0.020 0.050 0.190 0.038 0.101
~  FNR (group B) 0.946 0.000 0.000 0.934 0.000 0.000 0.903 0.000 0.000
FPR (group A) 0.234 0.029 0.026 0.210 0.057 0.051 0.169 0.113 0.102
FNR (group A) 0.952 0.204 0.057 0.940 0.227 0.061 0.916 0.239 0.062
Reconstruction Score 0.729 0.999 0.999 0.729 0.999 0.999 0.729 0.998 0.998
FPR 0.263 0.000 0.000 0.263 0.000 0.000 0.264 0.000 0.001
— FNR 0.978 0.025 0.042 0.970 0.056 0.079 0.954 0.129 0.151
_g FPR (group B) 0.263 0.000 0.000 0.263 0.000 0.000 0.264 0.000 0.000
~  FNR (group B) 0.987 0.000 0.034 0.987 0.012 0.059 0.988 0.064 0.108
FPR (group A) 0.263 0.001 0.000 0.263 0.000 0.001 0.263 0.000 0.001
FNR (group A) 0.969 0.049 0.050 0.953 0.099 0.098 0.920 0.194 0.193
Reconstruction Score 0.752 0.979 0.974 0.773 0.960 0.949 0.812 0.923 0.898
. FPR 0.240 0.020 0.026 0.219 0.039 0.051 0.180 0.076 0.101
;: FNR 0.943 0.122 0.051 0.927 0.154 0.078 0.897 0.199 0.134
j FPR (group B) 0.246 0.011 0.025 0.229 0.020 0.050 0.191 0.037 0.100
3  FNR (group B) 0.946 0.000 0.000 0.934 0.000 0.000 0.903 0.000 0.000
= FPR (group A) 0.235 0.030 0.026 0.210 0.057 0.052 0.169 0.113 0.103
FNR (group A) 0.941 0.243 0.103 0.920 0.307 0.155 0.890 0.398 0.267

Regarding FPR and FNR for group B, where no noise was in-
jected, we can observe that Fair-OBNC and Massaging have no false
negatives. Since the prevalence is lower for this group, both these
methods only correct negative instances, and as a result only have
false positives. OBNC, on the other hand, flips the labels of most
positive instances in this group and obtains an FNR close to 1. Fur-
thermore, we can see that Fair-OBNC also maintains lower false pos-
itive rates than the other methods for this group across all noise rates.

Finally, for group A, Massaging achieves a slightly lower FPR
than Fair-OBNC. This represents noisy labels that were not corrected
in the presented noise scenario. We additionally observe a signifi-
cantly lower FNR in Massaging, which represents clean labels that
were incorrectly flipped.

5.1.2 Injecting noise on the positive label

Let us now consider the results obtained when injecting noise on the
positive label, which are reported in the "Label 1" rows of Table[T]

Similarly to the previous results, we observe that the OBNC
method corrects a large number of instances before the stopping cri-
teria are met. This affects its reconstruction performance, having high
false positive and negative rates, when compared to the other two
methods.

For the other two methods, despite an almost perfect reconstruc-
tion score, it is also worth noting that the number of noisy labels is
reduced, as the dataset is imbalanced towards a low number of posi-
tive instances. As such, both these methods also correct a low number
of instances (less than 1% of the total dataset). This is visible in the
FNR metric of group A, which is close to the noise rate, showing
how barely any of the injected noisy labels were correctly identified.

5.1.3 Injecting noise on both labels

Finally, we focus on the results obtained when injecting noise in
both classes, presented in the "Both Labels" rows of Table E} In

this scenario, the methods behave similarly to when only injecting
noise in the negative class, to which the majority of the instances
belong to. This is justifiable by the low prevalence of positive la-
bels in the dataset, similarly to the previous case. We can once again
observe how the Fair-OBNC method achieves the highest reconstruc-
tion scores, for all noise rates.

5.2 Evaluation of performance

We evaluate the obtained models on the clean labels of IID test set
to investigate how the methods would perform in a testing scenario
where the biases that were present in the training data have been
corrected in more recent data.

Similarly to the results observed in Section [5.1} the performance
when only injecting noise in the positive label instances barely
changes among methods and noise rates, due to the very small num-
ber of positive cases (and consequently mislabeled instances) in the
dataset. Another consequence of this is the fact that the results for the
other two scenarios are very similar, and the same conclusions can
be derived from analyzing when injecting noise only on the negative
label, and on both labels. For these reasons, we only elaborate on re-
sults obtained from injecting noise on the negative label instances.
The observed TPR and Demographic Parity across the increasing
noise rates can be found in Figs. P] and 3] We provide the obtained
results for the cases where noise is injected in the positive label and
in both labels simultaneously, along with the results of additional ex-
periments conducted using different noise injection processes in the
supplementary material, in Section C.

The OBNC method exhibited significantly poorer predictive per-
formance compared to the other methods, with similar fairness levels
in the initial levels of noise injection. It is important to note that fair-
ness alone does not indicate a good model, as random classifiers are
fair in its predictions, following the definition of demographic parity.

The Massaging method experienced a drastic drop in fairness to
zero with any level of noise. This occurred due to the high score at-



0.200 A

0.175 A

0.150

0.125 A

TPR

0.100

0.075 A

0.050 -

0.025

0% 5% 10% 20%
Noise rate
—— No preprocessing —— Massaging
OBNC —— DataRepairer
—— Fair-OBNC CorrelationSuppression
—— PrevalenceSampling —— FeaturelmportanceSuppression

Figure 2. True Positive Rate (averaged over 50 trials) achieved for each
pre-processing method, for increasing noise rates.

1.04

0.8

o
o
)

Demographic Parity
o
Ny

0.2

0.0

T T T T
0% 5% 10% 20%
Noise rate

—— No preprocessing —— Massaging
OBNC —— DataRepairer
—— Fair-OBNC CorrelationSuppression
—— PrevalenceSampling —— FeaturelmportanceSuppression

Figure 3. Demographic Parity (averaged over 50 trials) achieved for each
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tributed by the model to instances that are corrected to positives, in
conjunction with the definition of the threshold. As a consequence,
only the corrected instances from the group with lower prevalence
were classified as positive, and no instances from the group with
higher prevalence had a positive prediction. This results in zero de-
mographic parity, as defined by demographic parity’s dependence on
predicted prevalence.

Fair-OBNC and Prevalence Sampling achieve comparable perfor-
mance in terms of fairness, with Fair-OBNC showing a significantly
higher Demographic Parity at a noise rate of 10%. Despite the fair-
ness gain, compared to not applying any pre-processing to the labels,
both methods incurred a slight decrease in performance.

The models obtained from the data modified using any of the re-
mainder methods do not show differences to the models obtained
using no pre-processing.

6 Discussion

In the conducted empirical evaluation, we observe that the proposed
modifications to the OBNC method resulted in significant improve-
ments in both fairness and predictive performance when compared
to the original technique and other label correction methods. Our
method achieves results comparable to the top performing method,
Prevalence Sampling, showing the positive impact of modifying ex-
isting label noise correction specifically for the task of improving the
fairness of ML models. In this analysis, we do not include statistical
significance tests. We do believe conclusions would remain similar
with that inclusion.

By further analyzing the reconstruction accuracy of the label noise
correction methods, we can also conclude that the accuracy of the
original OBNC algorithm is highly dependent on properly defining
how many labels to correct, which is not possible in most cases since
the noise model is unknown. By changing the criteria for stopping
the label noise correction, we were able to overcome this significant
limitation of the original OBNC method.

Nevertheless, we identify opportunities for improvement in the
algorithm we propose. Firstly, the method ignores the sensitive at-
tribute. This is a simple strategy that works well in this case where we
arbitrarily select a single sensitive attribute and are in control of the
noise injection process. However, this strategy may be too simplistic
to achieve fairness in more complicated scenarios where there might
be multiple sensitive attributes and more complex noise models. It is
also known that in many cases it is possible to infer the sensitive in-
formation from the attributes (or features) in the dataset [22], having
high correlations or even completely different distributions for dif-
ferent groups. In such cases, this adjustment would not be effective.

Furthermore, the intuition behind the application of fairness crite-
ria when deciding which labels to correct could be extended to apply
different and more elaborate fairness definitions.

Finally, the algorithm we propose is limited to binary classifica-
tion problems. The scope of this work could be broadened by adapt-
ing this strategy to handle multiclass scenarios. Another interesting
direction would be to allow for targeting the repair of labels to a sin-
gle group, e.g. the minority class, or a single label. This second case
is particularly relevant in the context of the selective labels prob-
lem [21], enabling the identification and correction of labels whose
value has been conditioned on previous model decisions.

7 Conclusions

In this work, we tackle the problem of learning fair ML classifiers
from biased data. We propose a method for fair label noise correction
that applies multiple modifications to the Ordering-Based Noise Cor-
rection method [12] to take fairness into consideration during noise
correction. These variations include ignoring the sensitive attribute
and deciding which labels to correct in a way that balances the dis-
tribution of classes across groups. In the conducted experiments, we
evaluate our method against the original OBNC method, as well as
multiple pre-processing baselines, and analyzed the fairness and pre-
dictive performance of the obtained models. We observed that the
modifications introduced to an existing label noise correction method
resulted in models that performed better and were less biased in pre-
dicting fraudulent cases when compared to the original approach.
Our method revealed superior performance to most of the fairness-
enhancing methods considered in the empirical evaluation, achieving
results comparable to the Prevalence Sampling technique.
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